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Introduction & the SciML Landscape
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What is machine learning for science, and how 
does it change the way we model, simulate, and 
discover the natural world?
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Four Paradigms of Science

Empirical 
(thousand years ago)

Observation & experiment

(Kepler, Galileo)

→

Theoretical 
(last few hundred years)

Laws & closed-form models

(Newton, Maxwell)

→

Computational 
(last few decades)

Simulating the theory

(numerical PDE solvers)

→

Data-driven 
(today)

Learning from data at scale

(scientific ML)

ML for science doesn’t replace the first three paradigms, it accelerates and augments them, often unifying theory, experiments, and simulation
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Two Branches of Computing, Converging

Scientific ML
Adapted from Rose Yu and Rui Wang. "Learning dynamical systems from data: An introduction to physics-guided deep learning” PNAS 2024.
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๏ Lack of open datasets  
๏ Collected from experiments or costly simulations

๏ Fragmented and often proprietary 

๏ Small scale
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ClimSim, NeurIPS 2023

๏ Lack of open datasets  
๏ Collected from experiments or costly simulations

๏ Fragmented and often proprietary 

๏ Small scale


๏ Physical world is complex  
๏ Multi-scale and multi-physics

๏ High dimensionality

๏ Stochastic and partial observability


๏ Generalization to novel scenarios 
๏ Physical data is scarce, models overfit to their specific training conditions

๏ Data-only models violate conservation laws, symmetries, and boundary 

conditions


๏ Interpretability 
๏ Must know why to trust the prediction to deploy safely in the real-world

Scientific ML Challenges
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Problem Formulation

A physical system is governed by a PDE:

with initial and boundary conditions:

Define the solution operator:

 is the field we care about (velocity, temperature, pressure, …);  is the physical parameter (diffusivity, viscosity, …). Most of this course is 
about different ways to represent, learn, or invert G.

u(x, t) θ
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Three Kinds of Problems

F O RWA R D

Given  and , predict . The 
classical simulation task, and the 
one surrogate models replace.

u0 θ u

I N V E R S E

Given noisy observations , 
recover  or . Often ill-posed: 
many causes can explain the 
same effect.

y
θ u0

D I S C O V E RY

Given trajectories of , find the 
governing equation 𝒩 itself. The 
physics is the unknown.

u
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Example: Heat Equation

F O RWA R D
Given  and , predict the 
temperature profile  at time t.

u0 κ
u

For this PDE,  has a closed form𝒢k

I N V E R S E
Given noisy sensor readings  at 
a few locations, recover  or .

y
κ u0

Recovering  means running 
diffusion backward, so noise in the 
high modes gets amplified 
exponentially.

u0

D I S C O V E RY
Given temperature snapshots 

, find 𝒩 from a library of 
candidate terms.
u(xi, tk)
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Physics ↔ data spectrum

more physics                                                                                                                                                                             more data                                                  ?

Physics-informed machine learning, Nature Reviews Physics 2021

Mechanistic

Pure PDE solve

no learning

Data-driven

Pure function 
approximation

https://www.nature.com/articles/s42254-021-00314-5.pdf
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Physics ↔ data spectrum

more physics                                                                                                                                                                             more data                                                  

Where can physics priors be embedded?Mechanistic

Pure PDE solve

no learning

Data-driven

Pure function 
approximation
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Physics ↔ data spectrum

Mechanistic

Pure PDE solve

no learning

Data-driven

Pure function 
approximation

more physics                                                                                                                                                                             more data                                                  ?

Loss Function 
& Optimization 

Neural network 
trained to satisfy the 
PDE residual 1
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FIGURE 5. Top left: At level `=1 n3 aggregates information from {n4, n5} and
n2 aggregates information {n5, n6}. At `= 2, n1 collects this summary informa-
tion from n3 and n2. Bottom left: This graph is not isomorphic to the top one,
but the activations of n3 and n2 at `= 1 will be identical. Therefore, at `= 2, n1
will get the same inputs from its neighbors, irrespective of whether or not n5 and
n7 are the same node or not. Right: Aggregation at different levels. For keeping
the figure legible only the neighborhood around one node in higher levels is
marked.

Proposition 3. If for any ⇡ 2 Sm, the f 7! R⇡(f) map appearing in Definition 6 is linear, then the

corresponding {R⇡}⇡2Sm matrices form a representation of Sm.

The representation theory of symmetric groups is a rich subject that goes beyond the scope of the
present paper (Sagan, 2001). However, there is one particular representation of Sm that is likely
familiar even to non-algebraists, the so-called defining representation, given by the P⇡ 2 Rn⇥n

permutation matrices

[P⇡]i,j =

⇢
1 if ⇡(j) = i

0 otherwise.
It is easy to verify that P⇡2⇡1 = P⇡2P⇡1 for any ⇡1,⇡2 2 Sm, so {P⇡}⇡2Sm is indeed a representa-
tion of Sm. If the transformation rules of the fi activations in a given comp-net are dictated by this
representation, then each fi must necessarily be a |Pi| dimensional vector, and intuitively each com-
ponent of fi carries information related to one specific atom in the receptive field, or the interaction
of that specific atom with all the others. We call this case first order permutation covariance.

Definition 7. We say that ni is a first order covariant node in a comp-net if under the permutation

of its receptive field Pi by any ⇡ 2 S|Pi|, its activation trasforms as fi 7! P⇡fi.

4.2. SECOND ORDER COVARIANT COMP-NETS

It is easy to verify that given any representation (Rg)g2G of a group G, the matrices (Rg⌦Rg)g2G

also furnish a representation of G. Thus, one step up in the hierarchy from P⇡–covariant comp-nets
are P⇡ ⌦P⇡–covariant comp-nets, where the fi feature vectors are now |Pi|2 dimensional vectors
that transform under permutations of the internal ordering by ⇡ as fi 7! (P⇡⌦P⇡)fi.

If we reshape fi into a matrix Fi 2R|Pi|⇥|Pi|, then the action
Fi 7! P⇡FiP

>
⇡

is equivalent to P⇡⌦P⇡ acting on fi. In the following, we will prefer this more intuitive matrix view,
since it clearly expresses that feature vectors that transform this way express relationships between
the different constituents of the receptive field. Note, in particular, that if we define A#Pi

as the
restriction of the adjacency matrix to Pi (i.e., if Pi = (ep1 , . . . , epm) then [A#Pi

]a,b = Apa,pb ), then
A#Pi

transforms exactly as Fi does in the equation above.
8

1. Physics is implicitly 
baked in specialized 

neural architectures with 
strong inductive biases 

(e.g. invariance to simple 
group symmetries).

2. Physics is explicitly 
imposed by constraining 

the output of conventional 
neural architectures with 
weak inductive biases.

L(✓) := 1

Nu

NuX

i=1

[ui � f✓(xi)]
2

| {z }
Data fit

+
1

�
R[f✓(x)]

| {z }
Physics regularization

<latexit sha1_base64="1HGZtmjbtzdRdyLbi+i+HT/d8uc="></latexit>

*figures from Kondor, R., Son, H. T., Pan, H., Anderson, B., & Trivedi, S. (2018). Covariant 
compositional networks for learning graphs. arXiv preprint arXiv:1801.02144.

DEEPXDE 3

element-wisely, the FNN is recursively defined as follows:

input layer: N 0(x) = x 2 Rdin ,

hidden layers: N `(x) = �(W `N `�1(x) + b`) 2 RN` , for 1  `  L� 1,

output layer: NL(x) = WLNL�1(x) + bL 2 Rdout ;

see also a visualization of a neural network in Figure 1. Commonly used activation
functions include the logistic sigmoid 1/(1+ e�x), the hyperbolic tangent (tanh), and
the rectified linear unit (ReLU, max{x, 0}).

2.2. Physics-informed neural networks for solving PDEs. We consider
the following PDE parameterized by � for the solution u(x) with x = (x1, . . . , xd)
defined on a domain ⌦ ⇢ Rd:

(2.1) f

✓
x;

@u

@x1
, . . . ,

@u

@xd
;

@2u

@x1@x1
, . . . ,

@2u

@x1@xd
; . . . ;�

◆
= 0, x 2 ⌦,

with suitable boundary conditions

B(u,x) = 0 on @⌦,

where B(u,x) could be Dirichlet, Neumann, Robin, or periodic boundary conditions.
For time-dependent problems, we consider time t as a special component of x, and
⌦ contains the temporal domain. The initial condition can be simply treated as a
special type of Dirichlet boundary condition on the spatio-temporal domain.

x

t

�

�

...

�

�

�

...

�

û

NN(x, t;✓)
@
@t

@2

@x2

@û
@t � �@2û

@x2

PDE(�)

I

@
@n

û(x, t)� gD(x, t)

@û
@n (x, t)� gR(u, x, t)

BC & IC

Loss ✓⇤

Tf

Tb

Minimize

Fig. 1. Schematic of a PINN for solving the di↵usion equation @u
@t = � @2u

@x2 with mixed boundary

conditions (BC) u(x, t) = gD(x, t) on �D ⇢ @⌦ and @u
@n (x, t) = gR(u, x, t) on �R ⇢ @⌦. The initial

condition (IC) is treated as a special type of boundary conditions. Tf and Tb denote the two sets of
residual points for the equation and BC/IC.

The algorithm of PINN [19, 30] is shown in Procedure 2.1, and visually in the

schematic of Figure 1 solving a di↵usion equation @u
@t = �@2u

@x2 with mixed boundary
conditions u(x, t) = gD(x, t) on �D ⇢ @⌦ and @u

@n (x, t) = gR(u, x, t) on �R ⇢ @⌦. We
explain each step as follows. In a PINN, we first construct a neural network û(x;✓)
as a surrogate of the solution u(x), which takes the input x and outputs a vector with
the same dimension as u. Here, ✓ = {W `, b`}1`L is the set of all weight matrices
and bias vectors in the neural network û. One advantage of PINNs by choosing neural

Psichogios & Ungar, 1992
Lagaris et. al., 1998
Raissi et. al., 2019

Lu et. al., 2019
Zhu et. al., 2019

Physics of AI: Two schools of thought

Raissi et al., 2019

Architecture

FIG. 3. Schematic of Tensor Basis Neural Network.

rate and rotation rate tensors, S and R, at a given point in the flow as predicted by RANS.

Through Bayesian optimization, the network was set to have 10 hidden layers, each with 10

nodes, and the learning rate was 2.5e-6.

B. Tensor Basis Neural Network

A special network architecture, which will be referred to as the Tensor Basis Neural Net-

work (TBNN), is proposed. This network architecture, shown in Fig. 3, embeds rotational

invariance by enforcing that the predicted anisotropy tensor lies on a basis of isotropic ten-

sors. Rotational invariance signifies that the physics of the fluid flow do not depend on the

orientation of the coordinate frame of the observer. This is a fundamental physical principle,

and it is important that any turbulence closure obeys it. Otherwise, the machine learning

model evaluated on identical flows with the axes defined in di↵erent directions could yield

di↵erent predictions.

If the goal were just to predict the eigenvalues of the anisotropy tensor, then a basis

of scalar invariants could be used as the input features to ensure the rotational invariance

of the predicted eigenvalues, as was shown by Ling et al. [18]. However, to predict the

6

Neural network layers 
built to satisfy 
invariance by design

Ling et al., 2016

Every method in this course sits somewhere in this spectrum. The question is never “physics or ML” but how much of each, and where.

Data
Data inherits physics 
from the real-world

Symmetry augmentation
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AlphaFold: Protein Structure Prediction
C A S E  S T U D Y  1  O F  3   

Jumper et al., “Highly accurate protein structure prediction with AlphaFold,” Nature 2021.

A forward map: sequence → 3D structure, learned end-to-end from data, replacing years of iterative crystallography.

MIT Technology Review
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GraphCast: Medium-Range Weather Forecasting
C A S E  S T U D Y  2  O F  3   

Lam et al., “Learning skillful medium-range global weather forecasting,” Science 2023.

GraphCast is a graph neural network trained as a surrogate for the atmosphere's forward dynamics, at planetary scale.
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AI in Materials Science
C A S E  S T U D Y  3  O F  3  

Zeni et al., “A generative model for inorganic materials design,” Nature 2025.
Merchant et al., “Scaling deep learning for materials discovery,” Nature 2023.
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Why is this possible now?

๏ Data at scale 
๏ Decades of reanalysis, simulation, and experimental 

data (ERA5, Materials Project, PDB) generated large 
training data.


๏ Autodiff + GPU acceleration 
๏ Automatic differentiation and GPU compute made it 

possible to train models with hundreds of millions of 
parameters, end-to-end.


๏ Architectures matched to inputs 
๏ Each architecture encodes the shape of its data: 

mesh for a field, graph for structure, equivariance for 
geometry.
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Open Problems
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Course Logistics

23
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https://eecs-ml4sci.github.io

Meets Tue / Thu, 8:00–9:20 AM · ICS 213

Format ~60 min lecture + ~20 min live notebook demo

Prerequisites Deep learning fundamentals (GD, backprop, training, etc) assumed

PDE and numerical methods basics (FD, FV, FEM, iterative solvers, etc) assumed

Grading & policies
25% Participation (Expected to attend all lectures and engage with the course materials. For 
notebook-guided lectures, complete the exercises and submit the notebook on Canvas)

75% Final project

Project Conduct an original investigation, replicate and critically evaluate a recent paper, extend an existing 
method, or compare modeling approaches in machine learning for science

https://eecs-ml4sci.github.io/
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Course Content
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From concepts to code
N E X T:  H A N D S - O N

→  Open the Lecture 1 notebook

In this notebook, we'll load two small PDE datasets, 
look at what makes it different from an image or a 
token sequence, and set up the forward problem 
baseline

https://github.com/eecs-ml4sci/eecs-ml4sci.github.io/blob/main/notebooks/lecture01_forward_problem.ipynb

